[bookmark: moodhoney-radio-implementation-plan]Moodhoney Radio — Implementation Plan
Date: March 10, 2026 Author: Bill Syrros + Claude Status: Draft — awaiting Bill’s go-ahead

[bookmark: the-vision]The Vision
A self-hosted internet radio station that streams music drawn from Bill’s personal AOTY (Album of the Year) lists — 1,032 ranked albums across 46 years (1980–2025), representing ~650 unique artists. The station runs on a dedicated VPS for 24/7 uptime, shareable with the Moodhoney WhatsApp group and anyone with the link. Bill’s Mac remains the command center — curation scripts, AOTY data, and Clawd dashboard all stay local and push to the VPS.
The name: Moodhoney Radio.

[bookmark: what-you-already-have]What You Already Have
Before building anything new, it’s worth recognizing how much infrastructure is already in place:
· 47 structured JSON files covering every year from 1980–2025, each with ranked albums (artist, title, order). Located in imports/aoty/syrrosis/ and archive/raw/imports/2023-11/imports/aoty/syrrosis/.
· Weekly Moodhoney Presents picks (2026, in music/weekly.md) — 30 curated albums so far this year.
· Favorites and source priority — documented in knowledge_base/moodhoney-presents/favorites.md and music/SOURCES_PRIORITY.md.
· Three working Node.js scripts that already query Spotify’s API to resolve artists/albums from the AOTY data, filter by genre, and output track lists:
· moodhoney_barr_tracks_from_aoty.js — Barr Brothers-seeded, top tracks per artist
· moodhoney_hello_sunshine_deepcuts_from_aoty.js — SFA-seeded, deep cuts from albums
· moodhoney_barr_deepcuts_from_aoty.js — another deep cuts variant
· Spotify auth pipeline — spotify_playlist_create.js, spotify_add_tracks_with_code.js, token refresh logic at .secrets/spotify-token.json.
· A mix of local audio files and streaming — some MP3s/FLACs on disk, the rest streaming-only via Spotify.
· Clawd’s existing infrastructure — Flask on port 8081, Tailscale Funnel, launchd auto-start, dark-themed dashboard.

[bookmark: architecture]Architecture
┌──────────────────────────────────┐      ┌──────────────────────────────┐
│          Bill's Mac              │      │     VPS ($5-6/mo)            │
│                                  │      │     (DigitalOcean/Hetzner)   │
│  ┌──────────┐  ┌──────────────┐  │      │                              │
│  │  Clawd   │  │  Moodhoney   │  │      │  ┌──────────────────────┐    │
│  │  Flask   │  │  Curator     │  │      │  │     AzuraCast        │    │
│  │  :8081   │  │  (Node.js)   │  │      │  │     (Docker)         │    │
│  └────┬─────┘  └──────┬───────┘  │      │  ├──────────────────────┤    │
│       │               │          │      │  │  Liquidsoap (AutoDJ) │    │
│       │               │  rsync/  │      │  │  Icecast (stream)    │    │
│       │               ├─────────────────┤  │  Web player          │    │
│       │               │  scp     │      │  │  REST API            │    │
│       │               │          │      │  └──────────┬───────────┘    │
│  ┌────┴───────────────┘          │      │             │                │
│  │  Tailscale Funnel             │      │  Public URL:                 │
│  │  (Clawd dashboard)            │      │  radio.moodhoney.com         │
│  └───────────────────────────────┘      │  or VPS-IP:8000              │
│                                  │      │                              │
│  Local Data:                     │      │  Media Library:              │
│  ├── imports/aoty/ (1,032 albums)│      │  ├── decades/                │
│  ├── music/weekly.md             │      │  ├── weekly-picks/           │
│  ├── ~/Music/ (local audio)      │      │  ├── favorites/              │
│  └── library-audit.json          │      │  └── (synced from Mac)       │
└──────────────────────────────────┘      └──────────────────────────────┘
Why a VPS instead of running everything on the Mac?
The Moodhoney WhatsApp group should be able to tune in any time — 2 AM, while Bill’s traveling, during a Mac reboot. A $5-6/month VPS (DigitalOcean, Hetzner, or Vultr) gives you a dedicated box that’s always on, handles the streaming bandwidth, and keeps your Mac free from running yet another daemon. Bill’s Mac stays the brain (curation, scripts, dashboard); the VPS is just the transmitter.

[bookmark: phase-0-rip-your-cd-collection]Phase 0 — Rip Your CD Collection
Goal: Turn your existing CD collection into the backbone of the Moodhoney Radio library — for free.
[bookmark: why-this-comes-first]Why This Comes First
The library audit found 13 AOTY albums on the DJMOOD drive and 994 missing. But you own many of those “missing” albums on CD. Ripping your CDs before doing anything else means you launch the station with a much bigger library and spend far less on digital purchases to fill gaps.
[bookmark: what-you-need]What You Need
1. External USB CD drive: ROOFULL External CD/DVD Drive (~$25 CAD on Amazon.ca)
· Search Amazon.ca for “ROOFULL external CD DVD drive USB-C”
· Has both USB-C and USB-A built in — no adapter needed for your Mac
· USB 3.0 for faster ripping
1. XLD (X Lossless Decoder) — free Mac app
· Download from https://tmkk.undo.jp/xld/index_e.html
· The gold standard for CD ripping on Mac
· Auto-fetches album/artist/track info from MusicBrainz/freedb
· Outputs perfectly tagged files
[bookmark: ripping-workflow]Ripping Workflow
1. Open XLD, set output format:
· FLAC if you want lossless quality and have the disk space (~300-500 MB per album)
· MP3 320kbps if you want smaller files (~100-150 MB per album, still great for radio)
1. Set output folder to /Volumes/DJMOOD/ (keeps everything in one place)
1. Insert CD → XLD auto-detects and fetches metadata → click “Rip” → done in 3-5 minutes
1. XLD will create an Artist - Album/ folder structure that the scanner already understands
1. Repeat. A weekend session of 30-40 CDs takes a few hours with coffee and music playing.
[bookmark: Xf49af0f51b5df213786ef42ef6539fd64d912f0]Ripping Priority (use your library-audit-report.txt)
1. Your #1 picks first (40 albums). These are the spine of the station.
1. Top 5 picks per year. Core rotation material.
1. Favorites artists’ full discographies. Pixies, Pavement, Afghan Whigs, Wilco, Avalanches.
1. Everything else you own. Fill it out.
[bookmark: after-ripping-re-scan]After Ripping: Re-Scan
cd ~/clawd
python3 scripts/moodhoney_library_scanner.py /Volumes/DJMOOD ~/Music
Watch the numbers climb. Goal: 50+ matched albums before launching the station.
[bookmark: X9d243b39f49b1ec258deea99e62bac6cbe55863]Time estimate: $25 for the drive + a weekend of ripping
[bookmark: X6919460f921b2f11c4003fe346c0a0f6ce96bc0]Outcome: A massive library boost at near-zero cost, and the station launches with real depth across decades.

[bookmark: phase-1-vps-azuracast-setup]Phase 1 — VPS + AzuraCast Setup
Goal: Get a working radio station streaming 24/7 from a VPS.
What is AzuraCast? A free, open-source, Docker-based web radio management suite. It bundles Liquidsoap (AutoDJ / audio processing), Icecast-KH (streaming server), a web admin panel, and a public-facing player widget — all in one docker-compose up.
[bookmark: steps]Steps
1. Provision a VPS.
· Recommended: DigitalOcean Droplet or Hetzner Cloud, Ubuntu 22.04 LTS.
· Minimum spec: 2 vCPU, 2 GB RAM, 80 GB disk (enough for ~500 MP3 albums at 320kbps).
· Cost: $5-6/month. Scale up disk later as the library grows.
· Optional: grab a domain like radio.moodhoney.com and point it at the VPS IP.
1. Install Docker on the VPS.
· ssh root@your-vps-ip
curl -fsSL https://get.docker.com | sh
1. Deploy AzuraCast.
· mkdir -p /var/azuracast
cd /var/azuracast
curl -fsSL https://raw.githubusercontent.com/AzuraCast/AzuraCast/main/docker.sh -o docker.sh
chmod +x docker.sh
bash docker.sh install
· This pulls all containers and runs the setup wizard at http://your-vps-ip:8000.
1. Create your station in the AzuraCast admin panel.
· Station name: Moodhoney Radio
· Frontend: Icecast-KH (default)
· Backend: Liquidsoap (default)
· Max bitrate: 192kbps (good balance of quality and bandwidth)
· Mount point: /moodhoney
1. Set up SSH key access from your Mac to the VPS.
· ssh-copy-id root@your-vps-ip
· This lets the sync scripts push audio files without a password prompt.
1. Optional: SSL + custom domain. AzuraCast has built-in Let’s Encrypt support. In the admin panel, set your domain and enable HTTPS. Your stream URL becomes something like https://radio.moodhoney.com/moodhoney.
1. Test. Upload a handful of local MP3s/FLACs manually via the AzuraCast web UI. Verify the AutoDJ plays them and the stream is accessible from your phone and a friend’s device.
[bookmark: time-estimate-12-hours]Time estimate: 1–2 hours
[bookmark: Xe34bcbca4e8916c736c274750d2bc0ca2edc955]Outcome: A live Moodhoney Radio stream the WhatsApp group can tune into — https://radio.moodhoney.com (or whatever domain you choose).

[bookmark: phase-2-library-scanner-aoty-matcher]Phase 2 — Library Scanner + AOTY Matcher
Goal: Figure out what you already have, match it to your AOTY lists, and get it onto the VPS.
[bookmark: the-scanner-script]The Scanner Script
A new Node.js script: scripts/moodhoney_library_scanner.js
What it does: 1. Recursively scans your local music directory (e.g., ~/Music/) for audio files (MP3, FLAC, M4A, OGG). 2. Reads ID3/metadata tags (artist, album, title) from each file. 3. Fuzzy-matches against the combined AOTY dataset (all 47 JSON files). 4. Outputs a match report: which AOTY albums are fully available locally, which are partial, which are missing entirely. 5. For matched files, copies them into a staging folder organized for AzuraCast import.
Key design decisions: - Use music-metadata npm package for tag reading (supports all formats). - Fuzzy matching via normalized Levenshtein distance on artist+album strings (handles “The” prefixes, punctuation differences, bracket IDs like [Album2854]). - Match threshold: 85% similarity (configurable). - Output a library-audit.json with full results for debugging and gap analysis.
Example output:
AOTY Match Report
═══════════════════════════════════
Total AOTY albums:    1,032
Matched locally:        180 (17.4%)
Partial match:           35 (3.4%)
Missing:                817 (79.2%)

Top matched decades:
  1990s:  52/210 albums (24.8%)
  2000s:  41/195 albums (21.0%)
  ...

Your launch library: ~180 albums = ~1,800 tracks = ~105 hours
That's enough for 4+ days of non-repeating radio.
[bookmark: sync-to-vps]Sync to VPS
A companion script: scripts/moodhoney_sync_to_vps.sh
#!/bin/bash
# Sync staged audio files to AzuraCast media on VPS
rsync -avz --progress \
  ~/clawd/moodhoney-staging/ \
  root@your-vps-ip:/var/azuracast/stations/1/media/
The staging folder mirrors AzuraCast’s expected structure:
moodhoney-staging/
├── decades/
│   ├── 1980s/
│   ├── 1990s/
│   ├── 2000s/
│   ├── 2010s/
│   └── 2020s/
├── weekly-picks/
│   └── 2026/
└── favorites/
Each folder becomes an AzuraCast playlist that the AutoDJ draws from.
[bookmark: time-estimate-34-hours-to-build-test]Time estimate: 3–4 hours to build + test
[bookmark: Xc2f1fb9637229f49aac6c2b7205366e2f5aff83]Outcome: You know exactly what you have, your matched library is on the VPS, and the station is playing real music.

[bookmark: phase-3-smart-rotation-the-secret-sauce]Phase 3 — Smart Rotation (The Secret Sauce)
Goal: Make Moodhoney Radio sound like a curated station, not a shuffle playlist.
AzuraCast’s AutoDJ supports weighted playlists, scheduling rules, and rotation priorities. We’ll use these to create the “stations” experience:
[bookmark: station-profiles]Station Profiles
Each profile is an AzuraCast playlist configuration. You’d switch between them via the dashboard, WhatsApp (Luke command), or the AzuraCast API.
1. Moodhoney All-Time - Draw from all decades proportionally. - Weight by AOTY rank: #1 albums get 3x the play weight of #20+ albums. - No more than 2 tracks from the same artist per hour. - No back-to-back same-decade tracks.
2. Moodhoney Deep Cuts - Same library, but only tracks 4–8 from each album (middle of the tracklist). - Lower Spotify popularity score preferred (reuse the pickDeepCut logic from your existing script). - Great for background listening / work sessions.
3. Moodhoney 2026 - Weekly Moodhoney Presents picks + your 2025 top 24 list. - Higher rotation — these are current and top-of-mind. - Refreshes automatically as new weekly picks are added.
4. Moodhoney [Decade] - 80s, 90s, 2000s, 2010s, 2020s isolated rotations. - For mood-specific listening.
5. Moodhoney Favorites - Pixies, Pavement, Avalanches, Afghan Whigs, Wilco, Geese, Racing Mount Pleasant. - Deep library pulls from these artists — every album they have on your lists.
[bookmark: rotation-rules-azuracast-config]Rotation Rules (AzuraCast Config)
AzuraCast lets you set per-playlist rules: - Play frequency: every N songs, or percentage of total rotation. - Schedule windows: e.g., heavier 2020s rotation during daytime, more 90s at night. - Artist separation: minimum N songs between same artist. - Jingles / station IDs: Optional — you could even have a short audio clip (“You’re listening to Moodhoney Radio”) between sets.
[bookmark: time-estimate-23-hours-to-configure]Time estimate: 2–3 hours to configure
[bookmark: X7dc7b9d7727e4bbf7b3bea7a2bdd207aaf10a9f]Outcome: A radio station that sounds intentional, with variety and personality.

[bookmark: phase-4-start-lean-grow-the-library]Phase 4 — Start Lean, Grow the Library
Goal: Launch with what you have. Grow the catalog steadily over time.
[bookmark: the-launch-library]The Launch Library
The scanner from Phase 2 tells you what you’ve got. Even if it’s 100–200 albums, that’s 60–120 hours of music — enough for days of non-repeating radio. The Moodhoney WhatsApp group won’t know the full catalog isn’t there yet. What they’ll hear is a well-curated station playing music from your personal taste across decades.
[bookmark: the-growth-engine]The Growth Engine
A script (scripts/moodhoney_gap_report.js) that runs weekly:
1. Reads the library audit.
1. Generates a prioritized “missing” list, organized by tier:
· Tier 1 — #1 albums per year (46 records). The spine of the station.
· Tier 2 — Top 5 per year (~230 records). Core rotation material.
· Tier 3 — Favorites artists’ full discographies. Pixies, Pavement, etc.
· Tier 4 — Everything else. Fill as time and budget allow.
1. For each missing album, checks if it’s available on Bandcamp and includes the direct URL.
1. Outputs a markdown shopping list and optionally pushes a summary to WhatsApp via Luke.
Example Luke message (Friday morning, alongside New Music Friday):
"3 new Moodhoney Presents picks this week. 2 of 3 are on Bandcamp: - waterbaby — Memory Be a Blade ($9) https://… - Bory — Never Turns to Night ($8) https://…
You’re at 192/1,032 albums (18.6%). 38 of your 46 #1 picks are still missing."
[bookmark: acquisition-sources-prioritized]Acquisition Sources (prioritized)
1. Bandcamp — DRM-free, artist-direct, many of your indie picks are here. Best source.
1. Existing purchases — iTunes/Apple Music purchase history, Amazon Music, Google Play archives. You likely own more than you think.
1. CD rips — Physical media you haven’t digitized yet.
1. Qobuz — DRM-free high-quality downloads for major label albums that aren’t on Bandcamp.
1. 7digital — Another DRM-free option, good international catalog.
[bookmark: pace]Pace
Adding 5–10 albums per month is realistic and sustainable. At that pace: - 3 months: ~220 albums, covering most of your Top 5s. - 6 months: ~250+ albums, solid station with real depth. - 12 months: ~300+ albums, a genuinely impressive personal radio station.
The station sounds better every week. That’s more fun than waiting to have everything before you launch.
[bookmark: Xde14dd49b0aff590c7e72192a45d31ea5191326]Time estimate: Ongoing (the gap report script takes ~2 hours to build; acquisition is gradual)
[bookmark: X8d08dadcc4c9d8fdee562c077300b0ea8817ac4]Outcome: The station gets richer over time, and you always know what to buy next.

[bookmark: phase-5-dashboard-whatsapp-integration]Phase 5 — Dashboard + WhatsApp Integration
Goal: Control Moodhoney Radio from the same interfaces you already use, and share it with the group.
[bookmark: the-shareable-link]The Shareable Link
The primary output of this project — the link you drop in the Moodhoney WhatsApp group:
https://radio.moodhoney.com
AzuraCast’s public player page is mobile-friendly out of the box. Anyone who taps the link gets a play button, “Now Playing” display, album art (if tagged), and recent play history. No login, no app install, no Spotify account needed.
For people who want to listen in a dedicated app, the raw Icecast stream URL works in VLC, Pocket Casts, or any app that supports internet radio streams:
https://radio.moodhoney.com/listen/moodhoney/radio.mp3
[bookmark: dashboard-embed]Dashboard Embed
Add a “Moodhoney Radio” card to dashboard-standalone.html:
<div class="card" id="moodhoney-radio">
  <h3>Moodhoney Radio</h3>
  <div id="now-playing">Now Playing: ...</div>
  <iframe src="https://radio.moodhoney.com/public/moodhoney/embed"
          style="width:100%; height:200px; border:none;">
  </iframe>
  <div class="station-buttons">
    <button onclick="switchStation('all-time')">All-Time</button>
    <button onclick="switchStation('deep-cuts')">Deep Cuts</button>
    <button onclick="switchStation('2026')">2026</button>
    <button onclick="switchStation('90s')">90s</button>
    <button onclick="switchStation('favorites')">Favorites</button>
  </div>
  <div class="listener-count">Listeners: <span id="listener-count">0</span></div>
</div>
AzuraCast provides an embed-ready player widget out of the box. Station switching hits the AzuraCast API to change the active playlist.
[bookmark: whatsapp-commands-luke]WhatsApp Commands (Luke)
New commands for app.py:
	Command
	Action

	radio or moodhoney
	“Moodhoney Radio is live. Now playing: [track]. Listeners: [n]. Stream: [URL]”

	radio [station]
	Switch to a specific station profile (all-time, deep-cuts, 2026, 90s, favorites)

	radio skip
	Skip current track

	radio what
	What’s playing now + last 5 tracks

	radio gap
	Quick gap report: “You’re at 192/1,032. Top 3 missing albums available on Bandcamp: …”

	radio link
	Returns the public URL (easy to copy-paste into WhatsApp group)


[bookmark: azuracast-api]AzuraCast API
AzuraCast has a full REST API for programmatic control: - GET /api/nowplaying/{station_id} — current track, listeners, history - POST /api/station/{id}/backend/skip — skip track - PUT /api/station/{id}/playlists/{id} — enable/disable playlists (station switching) - GET /api/station/{id}/history — play history (for dashboard stats)
[bookmark: time-estimate-23-hours]Time estimate: 2–3 hours
[bookmark: Xfb3ca37b099527a915c475a8bae51f3f7f5d4fe]Outcome: Moodhoney Radio is a first-class citizen in the Clawd ecosystem, and the WhatsApp group has a permanent link.

[bookmark: phase-6-dj-voice-the-soul-of-the-station]Phase 6 — DJ Voice (The Soul of the Station)
Goal: Clone Bill’s voice and generate Radio Paradise / Finkleman’s 45s-style intros for every track in the library.
Inspiration: Two very different models, blended.
· Danny Finkleman (CBC Radio) — minimal, cool, almost throwaway: “Now here’s number 5 from 1967.” No filler. Three seconds. Lets the music speak.
· Bill Goldsmith (Radio Paradise) — warmer, personal, with context: a sentence or two about why the track matters, where it fits in the catalog, a quick anecdote. Makes you feel like a friend is playing you records.
Moodhoney Radio blends both. Not every track needs a story — most just need a rank and a year. The ones that matter get more.
[bookmark: voice-cloning-setup]Voice Cloning Setup
1. Record ~10 minutes of yourself talking naturally. Riff about a few albums from your lists, the way you’d talk in the WhatsApp group. Doesn’t need to be scripted or polished — ElevenLabs captures your natural cadence, inflection, and pacing.
1. Upload to ElevenLabs and create your voice model. Their v3 model (released late 2025) is the most expressive TTS available — it handles pauses, emphasis, and conversational tone well. Voice cloning is available on the Starter plan ($5/month, 30 minutes of generated audio).
1. Test with a few sample intros. Generate 5–10 intros across both styles and listen critically. Tweak the voice settings (stability, similarity, style) until it sounds right.
[bookmark: the-two-dj-modes]The Two DJ Modes
Mode 1: “The Finkleman” (70% of tracks)
Short, punchy, almost effortless. Used for most tracks in rotation.
Examples: - “Number 3, 1998.” - “Here’s number 12 from 2007.” - “This one’s my number 1 pick, 2022.” - “From 1994 — number 7.”
These are ~2–4 seconds of audio each. Barely dents the ElevenLabs quota.
Mode 2: “The Radio Paradise” (20% of tracks)
Medium-length context. Used for Top 5 picks and notable albums.
Examples: - “Afghan Whigs have shown up on my list six times since the 90s. This is from Gentlemen — number 2, 1993.” - “Stereogum called this Album of the Week. Mandy, Indiana — URGH. My number 1 pick the week of February 7th.” - “Caribou’s Dan Snaith, but in full club mode. Daphni — Butterfly.”
These are ~8–15 seconds each.
Mode 3: “The Story” (10% of tracks)
Longer anecdotes for albums that really mean something. Used for #1 picks, all-time favorites, and the artists from favorites.md.
Examples: - “Okay, this one. Pavement. Crooked Rain, Crooked Rain. My number 1 pick from 1994. I’ve probably listened to this record 500 times and it still surprises me. Here’s ‘Gold Soundz.’” - “The Avalanches — Since I Left You. This was my number 1 for 2001 and it made my best-of-the-century list. There’s nothing else that sounds like this. Still.”
These are ~15–30 seconds each. Reserved for the albums you’d talk about in the WhatsApp group without being asked.
[bookmark: the-generation-pipeline]The Generation Pipeline
A new script: scripts/moodhoney_dj_intros.js
For each track in the AzuraCast media library:
  1. Look up the album in AOTY data → get rank, year
  2. Look up the artist → appearance count across all lists, favorites status
  3. Determine DJ mode:
     - Rank 1–5 or in favorites.md → Mode 3 (Story) or Mode 2 (RP)
     - Rank 6–15 → Mode 2 (RP)
     - Rank 16+ → Mode 1 (Finkleman)
  4. Generate intro text:
     - Mode 1: template-based, no AI needed ("Number {rank}, {year}.")
     - Mode 2: Claude generates a 1–2 sentence intro from AOTY data + weekly sources
     - Mode 3: Claude generates a short anecdote, drawing on rank history,
       appearance count, favorites status, and "sounds like" descriptions
  5. Feed text to ElevenLabs API → get back MP3
  6. Save as "{track_id}_intro.mp3" in AzuraCast media
  7. Configure AzuraCast to play intro before the track (jingle/pre-roll feature)
[bookmark: content-sources-for-intro-generation]Content Sources for Intro Generation
The intro text writes itself because your data already has everything Claude needs:
	Data Source
	What It Provides

	imports/aoty/syrrosis/*.json
	Rank, year, artist, album title

	music/weekly.md
	“Sounds like” descriptions, “Why you’d care”

	music/weekly_sources.md
	Critical reception (Stereogum AOTW, Pitchfork review, etc.)

	knowledge_base/aoty_summary_1980_2022.md
	Decade fingerprints, most frequent Top 10 artists

	knowledge_base/moodhoney-presents/favorites.md
	Personal favorites for deeper anecdotes

	Artist appearance count across all lists
	“This is the 6th time Afghan Whigs have made my year-end list”


[bookmark: azuracast-integration]AzuraCast Integration
AzuraCast supports “jingles” — short audio clips that play between songs or at scheduled intervals. The DJ intros slot in as track-specific jingles:
· Each intro MP3 is tagged with the track it belongs to.
· A custom Liquidsoap script (AzuraCast allows these) plays the matching intro before each track.
· Alternatively, use AzuraCast’s “pre-roll” feature to concatenate intro + track into a single stream event.
[bookmark: elevenlabs-budget]ElevenLabs Budget
At the $5/month Starter plan (30 minutes of generated audio):
	DJ Mode
	Avg Duration
	Tracks/Month
	Total Audio

	Finkleman (70%)
	3 sec
	~150
	~7.5 min

	Radio Paradise (20%)
	12 sec
	~45
	~9 min

	Story (10%)
	25 sec
	~20
	~8.3 min

	Total
	
	~215 intros
	~25 min


That’s well within the 30-minute monthly allowance. You’d generate intros in batches as new music enters the library — not re-generating for tracks that already have intros.
[bookmark: Xe7b9384aefe3ca830c2d97cd708caef853afb9e]Time estimate: 4–5 hours (voice setup + pipeline script + AzuraCast config)
[bookmark: Xcf1a00151a10bfeffa87adb5021c03fb9763780]Outcome: Moodhoney Radio sounds like a real station with a real human behind it — because there is.

[bookmark: phase-7-going-further-future-ideas]Phase 7 — Going Further (Future Ideas)
These aren’t blockers — just ideas for when the core is running:
· Live DJ mode. AzuraCast has a built-in Web DJ feature. You could go live from your browser for special sets. Drop a message in the WhatsApp group: “Going live on Moodhoney Radio in 10 min — 90s deep cuts set.”
· Listener stats on dashboard. Who’s tuning in, when, peak concurrent listeners, most-played tracks. AzuraCast tracks all of this.
· Auto-ingest from Bandcamp purchases. Script that watches your Bandcamp download folder and auto-syncs to the VPS.
· Guest curators. Friends from the WhatsApp group submit picks via a simple form; Luke vets them and adds to rotation. Each guest gets a “Curated by [name]” tag in the now-playing display.
· Request line. WhatsApp group members text a keyword to Luke and it queues a track or artist if it’s in the library.
· Mobile apps. Any podcast/radio app that supports Icecast streams (most do) can tune in — no custom app needed. Works in car stereos via CarPlay/Android Auto too.
· Landing page. A simple moodhoney.com with the embedded player, current rotation info, and a “This Week’s Picks” section pulled from your weekly.md data.

[bookmark: implementation-order-total-effort]Implementation Order + Total Effort
	Phase
	What
	Effort
	Dependencies

	0
	CD ripping (ROOFULL drive + XLD)
	A weekend
	~$25 one-time for USB drive

	1
	VPS + AzuraCast setup
	1–2 hours
	VPS provider account, ~$6/mo

	2
	Library scanner + sync to VPS
	3–4 hours
	Phase 1 + Phase 0

	3
	Smart rotation config
	2–3 hours
	Phase 2 (need media on VPS)

	4
	Gap report + buy remaining gaps
	Ongoing
	Phase 2 (Bandcamp/Qobuz for what you don’t own on CD)

	5
	Dashboard + WhatsApp + shareable link
	2–3 hours
	Phase 1 + Phase 3

	6
	DJ Voice (clone + intro pipeline)
	4–5 hours
	ElevenLabs account + Phase 3

	7
	Future enhancements
	As desired
	Everything above


Total to a working station you can share with the group: ~8–12 hours across Phases 1–3 + 5, plus a weekend of CD ripping.
Startup cost: ~$25 (USB CD drive). Monthly cost: ~$11/month ($6 VPS + $5 ElevenLabs). AzuraCast itself is free. Most of the library comes from your existing CD collection.

[bookmark: key-decisions-for-bill]Key Decisions for Bill
Before building, a few things to confirm:
1. Local music location. Where are your MP3s/FLACs? ~/Music/? An external drive? A NAS?
1. VPS provider preference. DigitalOcean, Hetzner, Vultr, or somewhere else? (Hetzner is cheapest for storage-heavy use.)
1. Domain. Want to grab moodhoney.com (or similar) for the radio URL? Or just use the VPS IP for now?
1. Storage budget on VPS. Start with 80 GB (~500 albums at MP3 320kbps)? Or go bigger from day one?
1. Launch ambition. How many albums do you want in rotation before you share the link with the WhatsApp group? 50? 100? 200?

This plan was built from the actual data in your Clawd repo — your 1,032 ranked albums, 650+ unique artists, existing Spotify scripts, and Clawd infrastructure. Everything proposed integrates with what you’ve already built. The station launches with what you have and gets better every week.
